








essary tail servers when the load ramps up. So a hybrid
(switching) algorithm that employs load balancing when
load increases and load-skewing when load decreases
seems to be able to get the best energy-SID tradeoff. This
is what the FBS algorithm tries to do with a long starving
time, and its effectiveness is clearly seen in Figure 10. Of
course, there are regions in the energy-SID tradeoff plane
that favor RLS more than FBS. This indicates that there
are still room to improve by explicitly switching between
load balancing and load skewing, for example, when the
total number of connections reaches the peak and starts
to go down.

As mentioned in Section 3.4, SIDs can be handled
transparently by the client software so that they are un-
noticeable to users, and the servers can be scheduled to
drain slowly in order to avoid creating a surge of re-
connection requests. The transitions can also be done
through “controlled connection migration” (CCM) —
to migrate the TCP connection endpoint state without
breaking it. Depending on the implementation details,
CCM may also be a CPU- or networking-intensive activ-
ity. The number of CCMs could be a performance metric
similar to the number of SIDs, which we trade off with
energy saving. Depending on the cost of CCMs, they
might change the sweet spots on the energy-SID/CCM
tradeoff plane. If the cost is low, due to a perfect connec-
tion migration scheme, then we can be more aggressive
on energy saving. On the other hand, if the cost is high,
we have to be more conservative, as in dealing with SIDs.
We believe the analysis and algorithmic framework we
developed would still apply.

We end the discussions with some practical considera-
tions of implementing the dynamic provisioning strategy
at full scale. Implementing the core algorithms is rela-
tively straightforward. However, we need to add some
safeguarding outer loops to ensure they work in their
comfort zone. For example, if the load-forecasting al-
gorithm starts giving large prediction errors (e.g., when
there is not enough historical data to produce accurate
model for special periods such as holidays), we need to
switch to the more reactive hysteresis-based provision-
ing algorithm. To take the best advantage of both load
balancing and load skewing, we need a simple yet robust
mechanism to detect the up and down trends in the total
load pattern. On the hardware side, frequently turning on
and off servers may raise reliability concern. We want to
avoid always turning on and off the same machines. This
is where load prediction can help by looking ahead and
avoiding short term decisions. A better solution is to ro-
tate servers in and out of the active clusters deliberately.
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